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Monthly Robotics Digest

Editorial introduction

Covered in depth this week: OpenFlyV2 (research result, embodied ai), LiDAR-SHIELD

(research result, robotics research) and PanoGraphGS (research result, embodied ai). 2

shorter items follow.

At a glance

1 OpenFlyV2: An onboard vision-language-action model for aerial perception and

navigation

DEEP DIVE

The authors introduce OpenFlyV2, a model that runs entirely onboard a Jetson Orin NX and generates

12‑waypoint action chunks at 10 Hz for a quadrotor.

2 LiDAR-SHIELD: A Fully Dockerized Adversarial Robustness Assessment

Framework for LiDAR-Based 3D Perception Models

TECHNICAL BRIEFING

The authors released LiDAR‑Shield, a Docker‑packaged framework that lets any LiDAR‑based

perception model be queried through three HTTP endpoints (/info, /forward, /gradient).

3 PanoGraphGS: Unifying Panoptic Segmentation and Hierarchical 3D

Scene Graphs with Gaussian Splatting

TECHNICAL BRIEFING

The authors introduce PanoGraphGS, a framework that learns a shared 3D Gaussian representation

and uses it to produce panoptic segmentation and hierarchical scene graphs from panoramic inputs.

4 LiberAI Unveils Liber-0, a World Action Model That Grounds Human Experience in

Robot Action

SHORT NEWS

LiberAI configures the cameras to resemble the viewpoints available to its robotic platform, LEO, while

the gloves themselves are designed to interfere as little as possible with natural hand and finger

movement.

5 RAIBO-Wagon: Real-Time Navigation System for a Legged Robot Towing a Wagon SHORT NEWS

Legged robots have demonstrated advanced capabilities across a wide range of real-world tasks, yet

much of this progress concerns the robot controlling only itself.

F IXTHEROBOT

The 30 days to 4 Nov 2026

Self-contained briefings for beginners, engineers and researchers. Numbered references

point to each story's sources; they are there for verification, not required for understanding.
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Deep dives

DEEP DIVE · EMBODIED AI · RESEARCH RESULT · 29 OCT 2026 · PREPRINT (ARXIV 2610.39287): NO

PUBLISHED VERSION FOUND · ARXIV

OpenFlyV2: An onboard vision-language-action
model for aerial perception and navigation

Evidence status: Reported by the paper's authors (preprint): no peer review or independent replication

The authors introduce OpenFlyV2, a model that runs entirely onboard a Jetson Orin NX and generates

12‑waypoint action chunks at 10 Hz for a quadrotor. In zero‑shot tests the system navigates four real‑world

sites with a reported 48 % success rate, despite being trained only in simulation. [1]

HOW IT WORKS

OpenFlyV2 combines a shared vision‑language encoder with a compact action expert that turns the multimodal

context into short‑horizon waypoints; a motion‑aware temporal memory and learned action priors keep

computation low enough for real‑time onboard execution. [1]

Encode vision‑language context → Store in temporal memory → Generate action priors

→ Output 12‑waypoint chunk

WHAT IS GENUINELY NEW

The contribution is a single model that unifies perception, language grounding, spatial reasoning, and

continuous control on a resource‑constrained aerial platform, rather than chaining separate specialized

components. [1]

EVIDENCE

PAPER RESULT  The model produces 12‑waypoint action chunks at 10 Hz on an NVIDIA Jetson Orin NX. [1]

PAPER RESULT  Zero‑shot transfer from simulation to real quadrotor yields 48 % navigation success across four

environments. [1]

LIMITATIONS AND OPEN QUESTIONS

The sources report no independent test or third-party validation of the performance claims.

Only the paper's abstract and metadata were read, not its tables or experimental setup, so results are

reported as the authors state them and their conditions are not checked here.

THREE LEVELS OF UNDERSTANDING

BEGINNER

Imagine a drone that can understand spoken directions like “fly to the red car” and then steer itself, all

using a tiny computer it carries, instead of sending video to a distant server.
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WHY AN ENGINEER SHOULD CARE

OpenFlyV2 shows that a unified vision‑language model plus a lightweight waypoint generator can

run at 10 Hz on Jetson Orin NX, so you could prototype onboard language‑guided navigation without

splitting the pipeline; check the temporal memory and action prior modules for latency bottlenecks.

[1]

RESEARCHER / PROFESSIONAL

The preprint reports promising zero‑shot transfer, but evidence is limited to the authors’ own tests

with no independent validation and only abstract details; the upcoming open‑source release will be

needed to assess reproducibility and real‑world robustness. [1] [2]

TERMS

vision‑language representation A neural encoding that jointly captures visual scene information and

associated textual descriptions.

action chunk A short sequence of flight waypoints produced together for execution.

motion‑aware temporal memory A module that retains recent motion context to inform future waypoint

predictions.

zero‑shot transfer Applying a model trained only in simulation directly to real hardware without

additional real‑world training.

SOURCES AND CONFIDENCE

Medium confidence. Based on a paper and a code repository; a preprint with no stated peer review or

replication. Only the abstract of the paper was read; its tables and experimental conditions were not

checked. One further page could not be used.

1. Paper: OpenFlyV2: An onboard vision-language-action model for aerial… 29 Oct 2026

arxiv.org/abs/2610.39287

2. Code / documentation: Ideal-ljl/AeroBrain

github.com/Ideal-ljl/AeroBrain

Sources read 4 Nov 2026. Links are for verification; this entry is meant to stand on its own.

Technical briefings

TECHNICAL BRIEFING · ROBOTICS RESEARCH · RESEARCH RESULT · 29 OCT 2026 · PREPRINT (ARXIV

2610.39848): NO PUBLISHED VERSION FOUND · ARXIV

LiDAR-SHIELD: A Fully Dockerized Adversarial Robustness
Assessment Framework for LiDAR-Based 3D Perception Models

Evidence status: Reported by the paper's authors (preprint): no peer review or independent replication

The authors released LiDAR‑Shield, a Docker‑packaged framework that lets any LiDAR‑based

perception model be queried through three HTTP endpoints (/info, /forward, /gradient). By

supplying a single loader function, researchers can attach new models or datasets without

https://arxiv.org/abs/2610.39287
https://github.com/Ideal-ljl/AeroBrain
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rebuilding the environment, and then run a suite of adversarial attacks for both 3D segmentation

and detection. [1]

THE PROBLEM

LiDAR‑based 3D perception is critical for autonomous vehicles and robots, but safety requires testing models

against adversarial perturbations that could cause mis‑classification or missed detections. Existing attack code

is scattered across many repos and tied to specific architectures, making systematic stress‑testing difficult. [1]

HOW IT WORKS

LiDAR‑Shield runs inside a Docker container and communicates with a target model via three lightweight HTTP

endpoints: /info (model metadata), /forward (forward pass on point clouds), and /gradient (gradient information

for attacks). The framework’s engine then applies a task‑aware attack library—including PGD, Square Attack,

point perturbation, removal, injection, and LiDAttack—through a unified service protocol, allowing the same

pipeline to evaluate both semantic segmentation and object detection backbones. [1]

Start Docker container → Load model via single adapter function

→ Expose /info, /forward, /gradient endpoints → Engine selects appropriate attack suite

→ Run attack and collect model responses

WHAT IS GENUINELY NEW

The contribution is a single, Docker‑isolated service that abstracts away model‑specific integration, enabling

rapid plugging of heterogeneous LiDAR perception models into a common adversarial testing pipeline. [1]

EVIDENCE

PAPER RESULT  The codebase is publicly hosted on GitHub. [1]

LIMITATIONS AND OPEN QUESTIONS

The sources we could read report no measured performance figures.

WHO SHOULD CARE, AND WHY

BEGINNER

Think of LiDAR‑Shield like a universal charger: you plug any LiDAR model into the same

three‑socket outlet, and the system can test how the model reacts when the “electricity” (point cloud

data) is deliberately messed up.

WHY AN ENGINEER SHOULD CARE

Robotics engineers can integrate their own perception networks by writing a tiny adapter that maps

their model’s forward and gradient calls to the /forward and /gradient endpoints, then reuse the

built‑in attack suite to benchmark adversarial vulnerability without rebuilding the attack code each

time. [1]
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SOURCES AND CONFIDENCE

Medium confidence. Based on a paper and a code repository; a preprint with no stated peer review or

replication. Only the abstract of the paper was read; its tables and experimental conditions were not

checked. One further page could not be used.

1. Paper: LiDAR-SHIELD: A Fully Dockerized Adversarial Robustness Assessment… 29 Oct 2026

arxiv.org/abs/2610.39848

2. Code / documentation: alexandrosgk/LiDAR-shield

github.com/alexandrosgk/LiDAR-shield

Sources read 4 Nov 2026. Links are for verification; this entry is meant to stand on its own.

TECHNICAL BRIEFING · EMBODIED AI · RESEARCH RESULT · 20 OCT 2026 · PREPRINT (ARXIV

2610.27696): NO PUBLISHED VERSION FOUND · ARXIV

PanoGraphGS: Unifying Panoptic Segmentation and
Hierarchical 3D Scene Graphs with Gaussian Splatting

Evidence status: Reported by the paper's authors (preprint): no peer review or independent replication

The authors introduce PanoGraphGS, a framework that learns a shared 3D Gaussian

representation and uses it to produce panoptic segmentation and hierarchical scene graphs from

panoramic inputs. They also release a new real‑world dataset called NaviGS for evaluating

panoramic scene understanding. The paper reports that PanoGraphGS exceeds the strongest

baseline by more than 50 percentage points in object‑node accuracy on both the Replica and

NaviGS datasets. [1]

THE PROBLEM

Creating structured 3‑D maps that simultaneously label semantic regions (e.g., floor, wall) and distinguish

individual object instances across many viewpoints is difficult because the representation must stay consistent

as the camera moves and must capture both geometry and class information. [1]

HOW IT WORKS

PanoGraphGS builds on Gaussian splatting, representing a scene as a cloud of 3‑D Gaussians; a

prototype‑based semantic head learns class features while an association‑based instance head groups

Gaussians into object instances, both operating on the same geometry (F5‑F6). A separate semantic‑aware

graph module then assembles these predictions into a floor‑room‑stuff‑object hierarchy, encoding containment

and spatial relations. The system can directly decode panoptic labels at the Gaussian level for novel viewpoints.

[1]

Capture panoramic RGB‑D → Fit 3D Gaussians to geometry

→ Learn shared semantic & instance features → Decode panoptic labels per Gaussian

→ Construct hierarchical scene graph

WHAT IS GENUINELY NEW

The contribution is a single model that jointly learns panoptic segmentation and hierarchical scene‑graph

construction from a unified Gaussian representation, rather than treating these tasks separately as in prior work.

[1] [2]

https://arxiv.org/abs/2610.39848
https://github.com/alexandrosgk/LiDAR-shield
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EVIDENCE

PAPER RESULT  PanoGraphGS outperforms the strongest evaluated baseline by over 50 percentage points in

object‑node accuracy on Replica and NaviGS. [1]

PAPER RESULT  The method also achieves state‑of‑the‑art results on 2D panoptic segmentation. [1]

LIMITATIONS AND OPEN QUESTIONS

This is a preprint: the sources we could read show no peer review and no independent replication of the

results.

WHO SHOULD CARE, AND WHY

WHY AN ENGINEER SHOULD CARE

Robotics engineers can reuse the Gaussian‑splatting pipeline and the prototype‑based semantic

head to obtain consistent panoptic predictions across viewpoints, then feed the resulting graph into

language‑guided navigation planners. The released NaviGS dataset offers real‑world panoramic

data for training and benchmarking. [1]

RESEARCHER / PROFESSIONAL

The authors report large accuracy gains and state‑of‑the‑art 2D panoptic scores, but no independent

validation (no_independent) and no hardware tests are shown (preprint). The unified Gaussian

approach is novel, yet its real‑world robustness remains an open question. [1]

GO FURTHER

Compare the object‑node accuracy of PanoGraphGS against a baseline Gaussian‑splatting method on a

subset of Replica to reproduce the reported 50 point gain. [1]

SOURCES AND CONFIDENCE

Medium confidence. Based on a paper and a code repository; a preprint with no stated peer review or

replication. Only the abstract of the paper was read; its tables and experimental conditions were not

checked. One further page could not be used.

1. Paper: PanoGraphGS: Unifying Panoptic Segmentation and Hierarchical 3D Scene… 20 Oct 2026

arxiv.org/abs/2610.27696

2. Code / documentation: gaojh0333/PanoGraphGS

github.com/gaojh0333/PanoGraphGS

Sources read 4 Nov 2026. Links are for verification; this entry is meant to stand on its own.

Short news

LiberAI Unveils Liber-0, a World Action Model That Grounds Human Experience in

https://arxiv.org/abs/2610.27696
https://github.com/gaojh0333/PanoGraphGS
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Robot Action

Evidence status: Reported by the company: no independent verification

LiberAI configures the cameras to resemble the viewpoints available to its robotic platform, LEO, while

the gloves themselves are designed to interfere as little as possible with natural hand and finger

movement. LiberAI introduces Liber-0, a world action model pretrained on more than 2.2 million hours

of human experience to support zero-shot robot manipulation. [1] [2]

What is new. Rather than requiring a robot and operator for every demonstration, people wearing

LiberAI’s data-collection equipment can perform manipulation tasks while their movements and visual

observations are recorded. [1]

Limits. The performance figure here comes from the company; the sources do not describe the test

conditions, the objects or sites involved, or any independent measurement.

[1] Press report: Robotics & Automation News: From human experience to robot action: LiberAI launches Liber-

0… roboticsandautomationnews.com/2026/11/04/from-human-experience… · [2] Press report: The Robot

Report: LiberAI Unveils Liber-0, a World Action Model That Grounds… therobotreport.com/liberai-unveils-liber-0-

a-world-action-mode…

RAIBO-Wagon: Real-Time Navigation System for a Legged Robot Towing a Wagon

Evidence status: Reported by the paper's authors (preprint): no peer review or independent

replication

Legged robots have demonstrated advanced capabilities across a wide range of real-world tasks, yet

much of this progress concerns the robot controlling only itself. Once the robot is coupled to an

external object -- particularly an underactuated one -- the dynamics of the combined assembly

become more complex. [1]

[1] Paper: RAIBO-Wagon: Real-Time Navigation System for a Legged Robot Towing a…

arxiv.org/abs/2610.39267

Listen and watch

Machine, Assemble, Repair: How We Build Atlas | Boston Dynamics Boston Dynamics (YouTube) · video
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